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Chapter 1: Introduction

1.1 Background and Context

Digital mental health applications increasingly support everyday wellbeing through
information, reflection, coping prompts, and conversational interaction. Smartphone and web-
based tools can reduce access barriers for users seeking low-threshold emotional support. This
development places depression support apps within digital self-care, not direct clinical
treatment. Self-care guidance frames such support as health-related action outside formal
clinical service delivery (World Health Organization, 2024a). Mental health apps still differ
strongly in evidence quality, safety design, and engagement outcomes (Lecomte et al., 2020).
Therefore, depression-support systems require careful design when they address emotionally
sensitive user needs.

Conversational artificial intelligence has expanded the design possibilities of digital mental
health support. Large language models can generate natural dialogue, adapt wording, and
respond to emotionally framed input. This makes conversational apps more flexible than static
psychoeducational content or fixed self-help modules. At the same time, fluent responses can
make limited systems appear more authoritative than intended. For that reason, depression-
support systems need transparent boundaries, safe response logic, and controlled escalation
behaviour. These requirements become stronger when support is delivered through spoken
interaction.

Speech-to-speech interaction adds a more immediate and personal layer to conversational
support. In such systems, spoken input is captured, processed by a model, and returned as
spoken output. This creates a smoother interaction experience than text-only communication
for many users. Spoken support also introduces risks around recognition errors, timing,
interruption, and user control. A speech-based support system should therefore be understood
as a complete interaction pipeline. Its quality depends on recognition, model response,
memory, playback, and recovery controls together.

This thesis focuses on two OpenAl/ChatGPT-based speech-support systems with different
architectures. LeA, or Lernen mit Aufmerksamkeit, is an existing application developed
outside the present study. “LeA-Al is described as a speech-first psychocardiology mHealth
application using OpenAl’s GPT-40 model through the Realtime APl and WebRTC-based full-
duplex audio streaming (Borchers, 2025). This makes LeA a speech-first support system
centred on real-time OpenAl interaction.



FEA is the system developed as the main artefact of the present thesis. Like LeA, FEA also
relies on OpenAl/ChatGPT-based conversational intelligence. FEA was created by fine-tuning
OpenAl’s GPT-40 mini model for bounded depression-support dialogue. It combines this fine-
tuned model with browser speech recognition, Flutter Web interaction, and backend session
handling. It also includes bounded memory, runtime safety gates, audit logging, and browser-
native speech synthesis. Therefore, FEA is a governed browser-based support artefact, not a
Realtime API copy of LeA.

The comparison between LeA and FEA is therefore a comparison between two OpenAl-based
support configurations. LeA represents an external FACT-oriented, psychocardiology-focused
speech-first mHealth application using GPT-40 through the Realtime API. FEA represents a
newly developed fine-tuned browser pipeline with visible control and runtime governance.
This distinction is central to the thesis, since both systems use ChatGPT-based conversational
intelligence. They organise speech, memory, visibility, safety, and audit evidence through
different system designs. Generative Al governance highlights safeguards, testing, monitoring,
and lifecycle control during deployment (National Institute of Standards and Technology,
2024). Therefore, this thesis examines how different OpenAl-based designs shape support
quality, safety, and user experience.

1.2 Problem Statement

The central problem addressed in this thesis concerns safe spoken support under non-clinical
boundaries. Many mental health apps are available, but availability does not guarantee
evidence, safety, or sustained use. Engagement remains difficult across depression and anxiety
app research, especially across longer-term use (Wu et al., 2021). At the same time,
conversational systems can sound supportive while still producing unsafe guidance. This risk
becomes more serious when users discuss self-harm, medication, paranoia, or severe distress.
Therefore, a depression-support app must combine helpful interaction with explicit behavioural
limits.

A second problem concerns the relationship between model adaptation and runtime safety.
Fine-tuning may improve supportive style, but it does not guarantee stable behaviour under
sensitive prompts. Safety research shows that model alignment can shift after fine-tuning under
certain conditions (Qi et al., 2023). Prompt instructions also remain vulnerable to conflict,
misuse, and transfer problems across systems. Runtime governance is therefore necessary when
model output alone cannot provide reliable safety. This thesis addresses that problem through
a governed speech-to-speech artefact with auditability.

A third problem concerns comparison between systems with different interaction architectures.
A real-time support app may feel warm and natural while offering limited transcript visibility.



A browser-based system may feel less relational while offering stronger inspectability and
control. User experience, therefore, cannot be evaluated through one general quality score.
Healthcare language-model evaluation separates usefulness, safety, trust, expression, and harm
into distinct domains (Tam et al., 2024). This thesis compares LeA (Lernen mit
Aufmerksamkeit), FEA, and FEA with a transferred LeA prompt across multiple dimensions.

1.3 Research Aim and Objectives

The aim of this thesis is to develop and evaluate FEA as a governed speech-to-speech pipeline
for bounded depression-support interaction. The study compares FEA with LeA (Lernen mit
Aufmerksamkeit) and with FEA using the transferred LeA system prompt.

The objectives of this thesis are:

To design and implement a browser-based speech-to-speech support pipeline using
recognition, backend session handling, bounded memory, model invocation, and syn-
thesis.

To prepare a bounded fine-tuning corpus through source screening, safety cleaning,
formatting, hashing, and documented training records.

To evaluate fine-tuned dialogue behaviour under supportive, boundary-sensitive, and
higher-risk prompt conditions.

To implement runtime governance through category detection, safety templates, reason
codes, audit records, and configuration traceability.

To compare LeA, FEA, and FEA with the transferred LeA system prompt across sup-
port quality, safety behaviour, interaction control, and user perception.

To identify remaining limitations and future development directions for governed spo-
ken support systems.

1.4 Research Questions

This thesis is guided by the following research questions:

RQ1: How can a browser-based speech-to-speech pipeline be developed for bounded
depression-support interaction?

RQ2: How does fine-tuning affect supportive dialogue behaviour and safety-related re-
sponse boundaries?

RQ3: How can runtime governance address safety weaknesses that remain after model
adaptation?

RQ4: How do LeA, FEA, and FEA with the transferred LeA prompt differ across sup-
port quality, safety, interaction control, and user perception?



e RQ5: What limitations remain for future development of governed spoken support sys-
tems?

These questions reflect the design-science orientation of the study. The thesis evaluates a
governed artefact created for bounded support, controlled comparison, and design learning.
Design-science research treats artefacts as purposeful responses to situated problems (Hevner
et al., 2004). Therefore, the research questions focus on artefact design, behavioural evidence,
governance mechanisms, and comparative interpretation.

1.5 Scope of the Study

The scope of this study is limited to non-clinical depression-support interaction. The system is
intended for bounded emotional support, reflection, coping prompts, and signposting. It is not
intended to diagnose depression, deliver psychotherapy, or make treatment recommendations.
The evaluation uses scripted prompts rather than real clinical disclosures from users. Sensitive
scenarios are included to test system boundaries and safety behaviour. Ethical and governance
concerns therefore remain central throughout design and reporting.

The technical scope is also bounded. FEA is implemented as a Flutter Web application using
browser-based speech recognition and browser-native speech synthesis. Only the dialogue
model is fine-tuned; speech recognition and speech synthesis are not fine-tuned. Runtime
records, backend execution evidence, and audit traces are available for FEA only. LeA is
evaluated through its native interaction path and observed outputs. This creates a useful
comparison, although internal technical evidence remains stronger for FEA.

The empirical scope is exploratory and artefact-centred. The user evaluation involves a small
group of participants rating three tested conditions. The ratings capture perceived
understanding, usefulness, safety, human-likeness, flow, and waiting-time annoyance. These
ratings complement qualitative coding, prompt outputs, observation notes, and audit evidence.
They do not support population-level generalisation or clinical effectiveness claims. The study
therefore provides design evidence, not medical outcome evidence.

1.6 Thesis Structure

Chapter 2 presents the theoretical framework for the study. It discusses digital mental health,
non-clinical support boundaries, speech-to-speech interaction, fine-tuning, runtime alignment,
safety governance, and evaluation concepts. Chapter 3 explains the research design and
methodology. It presents the design-science approach, literature review method, data
documentation, artefact development, experimental setup, measurement plan, ethics, and
validity concerns.



Chapter 4 reports the results and findings from implementation and evaluation. It covers the
final FEA architecture, dataset preparation, fine-tuning, prompt evaluation, safety gate
verification, comparative testing, user ratings, backend execution time, and validity
observations. Chapter 5 discusses these findings in relation to the theoretical framework and
research aims. It analyses the design contribution, safety trade-offs, prompt transfer, runtime
governance, auditability, memory design, and comparative implications.

Chapter 6 presents the limitations and future work. It addresses dataset size, model variability,
rule-based gating, speech synthesis, timing evidence, platform asymmetry, prompt transfer,
memory limits, and future improvement directions. Chapter 7 concludes the thesis by
summarising the achieved contribution. It frames FEA as a governed design-science artefact
for bounded speech-to-speech depression support.



Chapter 7: Conclusion

To conclude, this thesis achieved its aim by developing and evaluating FEA as a governed
speech-to-speech depression-support artefact. The project began from a practical design
problem involving spoken emotional support under non-clinical boundaries. FEA was built as
a browser-based pipeline connecting speech recognition, backend processing, bounded
memory, safety control, and spoken output. This structure showed that a depression-support
app should not be treated as a model interface alone. The completed artefact demonstrated how
interaction design, runtime governance, and auditability can operate together during sensitive
support dialogue.

The development process also showed that fine-tuning improved selected response behaviours,
but did not solve safety alone. The adapted dialogue model became more controlled in some
refusal and medical-boundary situations after training. At the same time, paranoia-related
prompts and ambiguous distress still exposed unsafe or unstable patterns. This result is central
to the thesis, since it explains why runtime governance became necessary. The safety gate
moved the system from expected model behaviour toward enforceable response control. Audit
records then made these interventions visible, traceable, and easier to review after interaction.

The comparison with LeA clarified the design trade-offs between relational warmth and
governed transparency. LeA produced warmer, more reflective, and more human-like
responses across several support tasks. FEA did not outperform LeA relationally, but offered
stronger transcript visibility and interaction control (see Figure 3). This contrast showed that
spoken support quality cannot be judged through tone alone. A system may sound more
supportive while giving users less ability to inspect or correct interaction. FEA therefore
contributed a different strength by making support more visible, controllable, and auditable.

The transferred LeA prompt produced an especially important conclusion about prompt
portability. The transferred-prompt condition improved some practical structures, including
study guidance and calming-plan organisation. At the same time, it created severe mismatch
and role confusion in key support tasks. This showed that prompt transfer cannot be assumed
safe across different architectures. Prompt wording interacted with model behaviour, memory
design, runtime controls, and interface structure. The thesis therefore showed that prompt reuse
must be tested as a system-level change.

The subjective user evaluation strengthened the overall interpretation of the comparative
results. LeA received higher ratings for perceived understanding, safety, human-likeness,
conversation flow, and waiting experience. The transferred-prompt FEA condition received the
highest usefulness rating, despite its role-consistency problems. These results show that
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usefulness, naturalness, safety, and flow can move in different directions. User ratings therefore
supported the need for multidimensional evaluation of conversational support systems. They
also showed why perception evidence should be read beside transcript review and audit
evidence.

The thesis does not claim that FEA is clinically effective or suitable as therapeutic replacement.
Its contribution is a governed design model for bounded spoken support in a depression-app
context. The strongest contribution lies in architecture, bounded memory, visible state control,
runtime safety enforcement, and auditability. The weaker areas remain relational warmth,
ambiguous-distress interpretation, voice naturalness, and broader evidence completeness. This
balance gives the project a cautious but meaningful design-science contribution. It shows how
safety and usability can be designed into the support environment itself.

Overall, the thesis shows that speech-to-speech depression support is a system-level design
challenge. Safe support cannot depend on a fluent model response or a well-written prompt
alone. It requires coordination between data preparation, model adaptation, interface control,
runtime gating, memory design, and reviewable evidence. FEA demonstrates one practical
route for building such a governed support pipeline. The final contribution is therefore not a
clinical intervention, but a controlled artefact for bounded conversational support. This artefact
provides a foundation for future systems with stronger speech quality, broader testing, and safer
deployment.
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