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1 Introduction

The soaring reliance on digital networks across industries has led to an analo-
gous rise in the frequency, complexity, and impact of cyber attacks. From data
breaches to distributed denial-of-services (DdoS) campaigns, adversaries exploit
vulnerablities in systems with growing sophistication. Traditional signature- and
rule based intrusion detection systems (IDS) have proven effective for detecting
known threats but struggle with generalizing to novel or evolving attack patterns.
These limitations have driven a transition toward data-driven solutions, particu-
larly the integration of machine learning (ML) into network intrusion detection
systems (NIDS).

In the midst of the various ML models explored in this context, Extreme Gradi-
ent Boosting (XGBoost) has gained attention for its balance of predictive accuracy,
scalability, and robustness to noisy or high-dimensional data. Its ensemble-based
architecture allows it to model complex feature interactions, making it particularly
suitable for structured datasets such as network traffic logs. However, XGBoost, li-
ke many high-performance classifiers, operates as a black box, offering little insight
into the rationale behind its predictions. In a security-critical environment, where
practitioners must assess, validate, and respond to alerts, this lack of transparency
poses functional and ethical challenges.

To address this explainability gap, the field of Explainable Artificial Intelligence
(XAI) has emerged as a complementary discipline to machine learning. Within this
domain, SHapley Additive exPlanations (SHAP) has become one of the most wide-
ly used techniques. Based upon cooperative game theory, SHAP assigns each fea-
ture a contribution value for a given prediction, offering both local (instance-level)
and global (model-wide) interpretability. In intrusion detection, this capability al-
lows analysts to understand not only which features drive model behavior but also
whether those features align with expert knowledge or operational relevance.

Although the amalgamated application of XGBoost and SHAP contains high
potential, few studies evaluate this pairing in temporally structured network da-
ta. Most rely on random sampling methods that overlook real-world constraints,
where models must generalize from past observations to future events. This me-
thodological gap motivates a more realistic and explainable evaluation of XGBoost

in the context of network intrusion detection.
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1.1 Research Problem and Objectives

Although foregoing research affirms the advantage of ML for intrusion detection,
most implementations prioritize the predictive accuracy without sufficiently ad-
dressing model interpretability or temporal robustness. These oversights restrain
the deployment of ML-based IDS in practical settings, where real-time accounta-
bility and explainability are essential.

This thesis aims to address two core objectives. First, to evaluate how effec-
tively XGBoost detects cyber attacks in time-dependent network traffic, whilst
comparing its performance to that of traditional models such as Random Forest
and Logistic Regression. Second, applying SHAP in order to explain XGBoost’s
decisions and identify the features with the strongest influence on the classification
outcomes. These objectives are grounded in the need for detection systems that
not only perform well but also communicate their logic transparently. Accordingly,

this study is guided by the following research questions:

RQ1: How effectively can the XGBoost algorithm detect cyberattacks in time-
dependent network traffic data, and how does its performance compare to
traditional machine learning classifiers such as Random Forest and Logistic
Regression?

RQ2: How does SHAP explain the internal decision-making of XGBoost in
the context of network intrusion detection, and which features contribute most
to the detection of attacks?

Through these questions, this thesis aims to contribute to a growing body of
research aimed at aligning machine learning accuracy with interpretability in the

context of modern cybersecurity.

1.2 Methodological Overview

The conducted empirical analysis uses the CSE-CIC-IDS2018 dataset as it s foun-
dation, which is a widely used benchmark in the cybersecurity domain due to its
coverage of diverse attack types and realistic traffic generation. Preprocessing steps
include feature selection, normalization, and the handling of class imbalance.
The main model employed is XGBoost, trained using temporal data split par-
titioning strategies to simulate realistic conditions. A Random Forest model and a

Logistic Regression are used as a Baseline for comparisons, highlighting valuable
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insights into the relative strengths and weaknesses of each classifier. Evaluation
metrics include accuracy, precision, recall, and F1-score.

Interpretability is introduced post hoc using SHAP (applied to both the Ran-
dom Forest and the XGBoost), which generates global feature importance rankings
and local explanations for specific predictions. This approach facilitates an under-
standing of whether the model behaves consistently with cybersecurity domain

knowledge and whether it can provide actionable insights for human analysts.

1.3 Structure of the Thesis

The Thesis will follow the following structure: Chapter 2 provides a theoretical
background backed by a literature review, covering core topics such as cyber-
security fundamentals, intrusion detection systems, machine learning in network
security, the XGBoost algorithm, and explainable Al with an emphasis on SHAP.
Chapter 3 defines the research methodology, containing the dataset characteristics,
preprocessing pipeline, model development, and evaluation approach. Chapter 4
aims to present the implementation and results, including performance bench-
marks and SHAP-based analyses. Chapter 5 discusses these findings in relation to
the research questions and existing literature. In Chapter 6 I address the limitati-
ons and methodological constraints, while Chapter 7 concludes this thesis with a

summary of contributions and suggestions for future research.

2 Theoretical Background and Literature Review

2.1 Cybersecurity and Intrusion Detection Systems

The rapid digitalization of society has introduced increasing complexity into or-
ganizational risk environments, with cyber threats now constituting some of the
most persistent and damaging sources of disruption . [13] In response, cybersecu-
rity has become a vital area of research, particularly in light of modern network
dependence and emerging threats that demand increasingly sophisticated protec-
tive measure. [9] Among these measures, intrusion detection systems (IDS) play a
fundamental role. IDSs are designed to monitor network environments in real time
and detect signs of unauthorized or malicious activity, thereby functioning as ear-

ly warning systems that operate in tandem with other cybersecurity mechanisms
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6.4 Model Maintenance and Lifecycle Constraints

7 Conclusion and Outlook

The goal of this thesis was to design, implement, and evaluate a machine learning-
based intrusion detection system that not only delivers high predictive performance
but also provides meaningful explanations for its decisions. To address this, two
primary research questions were formulated: first, to determine how effectively

XGBoost can detect cyber attacks in time-dependent network traffic data com-
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pared to traditional classifiers, and second, to examine how SHAP can explain
the decision-making of XGBoost and identify the features that contribute most to
attack detection.

In pursuit of these objectives, a structured pipeline was developed and applied
to the CSE-CIC-IDS2018 dataset. The pipeline included preprocessing steps such
as leakage column removal, label transformation, feature normalization, and time-
aware splitting, followed by training and evaluation of three classifiers: XGBoost,
Random Forest, and Logistic Regression. The system was tested across three tem-
porally distinct subsets of the dataset, 14.02.2018, 15.02.2018, and 21.02.2018,
ensuring that results were not biased by temporal leakage or overfitting.

The findings of this thesis strongly affirm the superior performance of XGBoost
in the context of time-aware network intrusion detection. Across all three expe-
riments, XGBoost achieved strong classification results, with ROC-AUC values
of 1.00 on both 14.02.2018 and 21.02.2018, and 0.9842 on 15.02.2018. While its
F1-score dropped to 0.8255 on 15.02.2018 due to the skewed distribution of attack
traffic, it remained competitive and significantly outperformed Logistic Regression,
which failed entirely on that day with an Fl-score of 0.0003. Random Forest also
showed weaker generalization on 15.02.2018 (F1-score: 0.8140), despite achieving
near-perfect results on 21.02.2018. These outcomes confirm that XGBoost not only
surpassed the baseline classifiers but did so with resilience across varying temporal
conditions, supporting the answer to Research Question 1.

Equally significant were the results obtained through SHAP analysis. The glo-
bal feature importance plots consistently emphasized domain-relevant features
such as Init Fwd Win Byts, Fwd Pkts/s, and Flow IAT Max. These features per-
sisted through all stages of preprocessing and emerged as key contributors to the
XGBoost model’s decision logic across multiple temporal experiments. The SHAP
values, computed globally using the TreeSHAP algorithm, allowed for the decom-
position of model outputs into additive feature-level contributions. This form of
interpretability enabled high-level validation of the model’s internal reasoning by
showing that the features influencing predictions were both statistically significant
and semantically aligned with known indicators of malicious behavior. These fin-
dings provide direct empirical support for Research Question 2 and affirm SHAP’s
value as a tool for transparent and domain-aware model evaluation in cybersecurity
contexts.

The methodological alignment across all components of the system, preproces-

sing, modeling, and explanation, proved to be a central strength of the thesis. The
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features highlighted by SHAP were not arbitrarily influential but were selected,
cleaned, and retained through principled preprocessing design. The interpretabi-
lity offered by SHAP was therefore not superficial but built upon a robust data
foundation. This coherence ensured that the system could be trusted not only for
its outputs but also for the reasoning behind them.

While the results are promising, they are bounded by several constraints that
were discussed in Section 6. The most salient among these is the restricted temporal
and structural scope of the dataset. Although the use of daily splits added rigor,
the generalizability of the findings to other datasets or future traffic remains an
open question. SHAP, despite its explanatory power, introduces computational
overhead that may become burdensome in real-time deployment. Furthermore,
the system’s static feature space and lack of dynamic retraining mechanisms pose
challenges to long-term applicability in environments where attack vectors evolve
rapidly.

Nevertheless, these limitations offer a valuable starting point for future rese-
arch. One immediate avenue is the extension of the current system into a stre-
aming or online learning setting. This would involve integrating drift detection
mechanisms and incremental model updates to maintain performance over time.
Although XGBoost does not support online learning natively, adaptive retraining
strategies, such as periodic updates with recent data windows, can approximate
online behavior in practice. Such integration may offer a path to sustaining both
model accuracy and interpretability under real-time constraints, though empirical
validation remains necessary.

Another direction for future work involves extending the feature space beyond
the current set of flow-level attributes available in the CSE-CIC-IDS2018 dataset.
While the retained features, such as Init Fwd Win Byts, Fwd Pkts/s, and Flow IAT
Max, proved effective for classification and global SHAP interpretation, the dataset
does not include higher-order contextual variables. Features capturing cross-session
dependencies, user identity, or temporal sequences were not present and therefore
not modeled. Incorporating such dimensions in future datasets could support more
nuanced detection strategies and potentially expand the scope of explainability
beyond static flow-level snapshots. However, within the confines of this study and
its dataset, the analysis remained restricted to globally interpretable, flow-based
features.

A third avenue concerns the scalability and operational accessibility of the

system. The global SHAP summary and bar plots generated during this study
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provided valuable analytical insight, but their interpretation requires technical fa-
miliarity with feature attributions. No additional interface or visualization layer
was developed beyond these static plots. Future extensions could involve trans-
forming these SHAP outputs into simplified, structured summaries that support
faster analyst decision-making. While this thesis did not explore such integrations,
the concept holds relevance for security operations environments, where interpre-
tability must be both rapid and actionable under operational pressure.

Finally, future work may investigate the integration of hybrid modeling stra-
tegies. This study exclusively evaluated XGBoost, Random Forest, and Logistic
Regression, with XGBoost demonstrating the strongest empirical results in both
predictive performance and global SHAP-based interpretability. No ensemble mo-
dels involving neural networks or deep architectures were tested. However, the
potential exists to explore whether combining multiple classifier types, particu-
larly those suited for high-dimensional or encrypted traffic, could further improve
detection under complex conditions. Any such integration would need to preserve
interpretability, either through global attribution methods such as SHAP or other
compatible explanatory frameworks, to maintain transparency in security-critical
environments.

In conclusion, this thesis demonstrated that XGBoost, in conjunction with glo-
bal SHAP analysis, constitutes an effective and interpretable framework for detec-
ting cyber intrusions in time-aware network traffic. The model achieved high per-
formance across all three temporal experiments, with F1-scores of 0.9473, 0.8255,
and 0.9971, and accompanied by near-perfect to perfect ROC-AUC values. SHAP
summary and bar plots revealed semantically coherent attributions, with features
such as Init Fwd Win Byts and Flow TAT Max repeatedly identified as key dri-
vers of the model’s output. These findings confirm the system’s ability to deliver
transparent and statistically grounded decisions under varying attack distributi-
ons. While operational constraints and dataset scope impose limitations on gene-
ralizability, the empirical results establish a solid baseline . Future extensions that
address concept drift, real-time integration, and enriched feature representation

may further enhance the system’s applicability in evolving cybersecurity contexts.





