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ARTICLE INFO ABSTRACT

Keywords: Domain experts are driven by business needs, while data analysts develop and use various
Data visualization algorithms, methods, and tools, but often without domain knowledge. A major challenge for
Visual analytics companies and organizations is to integrate data analytics in business processes and workflows.

Commonality plots
Subset-dataset relationships
Anomaly explanation
Decision support

We deduce an interactive process and visualization framework to enable value creating
collaboration in inter- and cross-disciplinary teams. Domain experts and data analysts are both
empowered to analyze and discuss results and come to well-founded insights and implications.
Inspired by a typical auditing problem, we develop and apply a visualization framework to
single out unusual data in general subsets for potential further investigation. Our framework is
applicable to both unusual data detected manually by domain experts or by algorithms applied
by data analysts. Application examples show typical interaction, collaboration, visualization,
and decision support.

1. Introduction

Business analytics and data-driven decision support have been a major focus of companies and organizations for decades, see Chen
et al. [1], and there is no decreasing interest. There is a great need for humans to interact efficiently with data, which in turn
puts great emphasis on how data is presented to humans in the first place [2]. The need to present more complex data in more
intuitively understandable and informative ways as well as the increasing sophistication of data visualization in general are key
challenges for an efficient Information Technology driven process [3]. Visualization methods in an analytics context, i.e. visual
analytics, has been an active research field for many years with applications in many sectors, see Sun et al. [4] for a comprehensive
survey or Lee et al. [5] who discuss how to reach broader audiences with data visualization. The use of interactive visualization
has proven to enable valuable collaboration in group knowledge sharing and significantly increases individual learning as well as
overall team performance [6]. Despite analysts and managers have a powerful set of data analysis and visualization algorithms,
methods, and tools, insights do not emerge easily or automatically. Following Sharma et al. [7], “insights emerge out of an active
process of engagement between analysts and business managers using data and analytic tools to uncover new knowledge”. This
is also emphasized by Endert et al. [8], who state that interaction is the critical glue that integrates analytics, visualization, and
humans who often face results without understanding their relevance and meaning. They study a typical analysis task defined as
storytelling to illustrate that it is critical to recognize interactive processes of analysts to seamlessly fit analytics into these processes.
Storytelling is an accepted metaphor in analytical reasoning and visual analytics that does not describe creative writing activities, but
rather the investigative process of connecting the dots between seemingly disconnected information [9,10]. Sophisticated analytic
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support for storytelling has found its way into many sectors and remains a significant area for research [8,11-13]. In auditing,
for example, accountants and auditors are increasingly using storytelling to communicate results [14]. This is also emphasized
by Bolt and Tregidga [15], who explore the implications of storytelling on how people understand and make sense of materiality,
a fundamental concept in reporting and auditing.

Baci¢ and Fadlalla [16] map visualization elements and terminology such as exploratory data analysis (EDA) and storytelling to
visual intelligence dimensions, best known as visual intelligence quotient (IQ) tests [17]. They identify and propose future research
paths on how users integrate visualization elements into the decision-making process and how to put this integrated knowledge into
practice. Yepmo et al. [18] find that there is more and more literature on explainable Artificial Intelligence (XAI), but none devoted
to anomaly explanation methods. Following, “when explaining the results of a classification task, we are interested in telling why
the explained instance is similar to the other instances belonging to the same class” [18]. We follow the argumentation of [16,18]
and develop ways to improve the interactive process of engagement between data analysts and domain experts to uncover new
knowledge, explain anomalies, and improve storytelling. We adopt and improve a visualization method initially developed in the
audit domain to identify and assess unusual items in financial data used as the foundation for financial statements of companies [19].
We make generalizations and develop a visualization framework that can be applied to many domains where structured data is
available. We address the following research questions:

RQI How can visual analytics be embedded into a decision-making process to improve collaboration between data analysts and domain
experts?

RQ2 How can the visualization framework be effectively applied in practice to support anomaly explanation as a basis for decision support
and an element for storytelling?

In Section 2 we describe applicable data and related work and position our visualization framework in a stylized process model
to demonstrate possible collaboration of data analysts and domain experts. In Section 3 we develop our visualization framework and
describe the underlying calculation steps and activities in detail. In Section 4 we present three application examples for our process
model and visualization framework from different domains, i.e. Financial Services, Healthcare, and Manufacturing. While we briefly
summarize the discussions held in each domain as well as the decisions made, our focus is on the application of our visualization
framework as a basis for decision-making and storytelling rather than an evaluation of discussion and storytelling techniques. In
Sections 5 and 6 we discuss implications and recommendations and summarize limitations and further research opportunities.

2. Foundation
2.1. Scope and applicable data

The visualization framework described in this paper is applicable to structured data in tabular format with columns (features)
that describe specific information and rows that are observations of the information. This makes the scope of our framework very
broad. Common examples of structured data are SQL databases or Microsoft Excel files. The data can be classified into categorical
features, meaning distinct values that are clearly separable taking only a finite number of values, and continuous features that
describe values within a specific range, for which the objective regarding measurement is usually not based on counting [20,21].
The amount of money in a bank account is an example for continuous data, and the corresponding account type is an example for
categorical data.

Our framework is partly based on the concept of cardinality which describes the number of different elements in a list of values.
For example, the list {0,0, 1} has a cardinality of 2 as it contains two different elements 0 and 1. With regard to cardinality in a data
modeling context, a distinction is often made between low and high cardinality data, i.e. data with a small number or a very large
number of distinct values. There is no definite threshold for low and high cardinality. Following [21,22], the threshold is subjective,
but features with more than 100 distinct values are rarely used directly in models, so can be classified as of high-cardinality. This
also applies to our visualization framework. While our framework is applicable regardless the cardinality of data, the visualizations
are more visually appealing and easier to process for the human eye when high-cardinality data is reduced to a maximum of 50-100
distinct values.

The measures we introduce to highlight unusualness are univariate, so they are calculated individually for each feature without
consideration of other features.

2.2. Related work and design choices

Following the argumentation of Nestorov et al. [22], we consider data visualization as an integral part of the data analysis
process and not as a mere end product to communicate results and findings. While they provide a visualization framework to derive
insights from low-cardinality sequential data, we propose a framework applicable to tabular data in general to gain insights from
subset-dataset relationships. Our approach is applicable regardless the underlying cardinality, but in its current form neglects any
sequential aspects of data.

Baci¢ and Fadlalla [16] map visualization terminology and elements of Business Intelligence (BI) platforms to visual intelligent
quotient (IQ) dimensions by Becker [17] to understand their interrelationships in a decision-making context. Our stylized process
model (see Section 2.3) and visualization framework (see Section 3) can be allocated to the visual elements derived by Baci¢ and
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Table 1
Allocation of our visualization framework and stylized process model to the visual IQ-based dimensions [17] and visual elements of BI platforms [16].
Visual IQ dimensions Visual elements Our visualization framework
. . Exploration v Exploration and interaction are the main motivation and
Fluid Intelligence . Lo
Interaction v objective of our framework and process model.
Domain Specific Knowledge Business Acumen v Pomain knowledge can be incorporated
Relevant Data X in all phases of the process model.
- . Analytics X Statistical methods are used to sort and highlight elements of
Quantitative Reasoning . . L. o .
Statistics v the visualizations to support quantitative reasoning.
Representatio; v
P:—)cre ::; ton X The visualizations can be customized (color,
Visual-Spatial Processing Co nil: ion x size, order, and hatching) to adjust
CoZnitive Effort X representation to personal preferences.
Working and Short Memory Memory- X Results and.visuals can be included in ‘
Storytelling v documentation and reports for storytelling.

Fadlalla [16] as outlined in Table 1. As shown, there are touch points with all visual IQ dimensions. In addition, Ba¢i¢ and Fadlalla
[16] identify and propose future research paths, one of which is researching and improving how users integrate business information
visualization elements into the decision-making process and putting this integrated knowledge into practice.

Yepmo et al. [18] identify a gap between literature devoted to anomaly detection and anomaly explanation methods. They
present and analyze anomaly explanation approaches. Following, despite the need for algorithms to explain their results to users
to build trust, and despite a surge of literature on XAI, research on anomaly explanation providing insight into why anomalies or
patterns share certain similarities, is scarce. Both the propositions of [16,18] motivated our research questions.

There are studies on data validation to identify data issues and increase data quality. Foidl et al. [23], for example, identify and
catalog numerous types of data issues and develop a solution to detect these issues. They also introduce two metrics to indicate the
likelihood of a data issue and the relative number of its occurrence within a feature. While Foidl et al. [23] detect data issues in
datasets, our metrics indicate the unusualness of occurrence of subset values in relation to the entire dataset. This does not relate
to the detection of data issues, but it can relate to their examination in case a subset contains the identified data issues. Lange et al.
[24] identify types of data manipulation and develop a solution to detect and highlight patterns of similarity related to each type of
manipulation within a dataset. While the solution of Lange et al. [24] is specifically designed to highlight potential manipulations
in data, our framework visualizes subsets in relation to the entire dataset regardless of how and why the subsets were identified.
In the context of Lange et al. [24] our visualization framework could be used as an additional tool for reviewers to explore how an
identified manipulation in a certain feature relates to the remaining features in the dataset. For example, whether a manipulation
occurs only within a certain range of numeric values or whether it occurs unusually frequently for a certain value of a categorical
feature. Francia et al. [25] introduce a measure to estimate the interestingness of a model component (i.e. subset in our context) in
multidimensional data. Their measure of interestingness is based on a linear combination of three facets (novelty, peculiarity, and
surprise) that interrelate and evaluate the findings from multiple subsets. Our measures are based on the cardinality and distribution
of values for a single feature in a subset, and only account for a single subset at a time without interrelation to the findings from
other subsets.

Our visualization framework combines different existing visualization techniques, such as scatter plots [27], rug plots [28],
and circle packing plots [29]. We improve a visualization method developed by Stege and Breitner [19] who used bar charts to
present their results. Bar charts only display single values that do not allow for interpretation beyond comparability. Our visual
representation is inspired by Zoomable Circle Packing, which is an enclosing technique closely related to treemaps, see Bostock
[29]. Instead of subdividing rectangles in correspondence to the proportion of the total dataset, circles are packed into the chart
area. Although circle packing does not use space as efficiently as treemaps, it better reveals the underlying hierarchy of the data [30].
This enables us to visualize and interpret subset-dataset relationships of categorical data, which is not the strength of bar charts or
histograms. For the visualization of continuous data we use a combination of rug and scatter plots to create one-dimensional charts
of the distributions. This novel approach allows to present the distributions of multiple features at a glance without taking up much
space. Our proposed visualization framework addresses the main limitations identified and discussed in [19], as well as feedback
from users who tested overall applicability, user friendliness, and interpretability of results. See Table 2 for a summary. While we
did not deliberately follow a specific design methodology for the development of our visualization framework, we find the design
activity framework by McKenna et al. [26] helpful for the description of our design process. Following, McKenna et al. [26] identify
“four overlapping, critical activities for designing visualizations for real-world problems and applications: understand, ideate, make,
and deploy”. We allocate the steps of our design process to the identified activities of the design activity framework to summarize
how we arrived at our visualization framework, see Table 3.

Finally, to clearly position this paper: in [19], a visualization technique is embedded in a stylized data-driven audit process. We
develop a visualization framework and embed it in a stylized process model for decision support to demonstrate domain-independent
applicability. In relation to the well-established three-phase decision model which indicates that humans go through the three phases
of intelligence, design, and choice when making decisions [31,32], our visualization framework mainly contributes to the intelligence
phase, and we consider the resulting commonality plots as one alternative for the decision space of the design and choice phases.
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Summary of limitations from [19], user feedback, and our derived actions to address limitations and feedback.

Main feedback and limitations

Derived actions (see Sections 2.3 and 3)

The visualizations show only extreme cases of subset-dataset
relationships referred to as “first-hand commonality” in [19]. Less

extreme cases (“second-hand” or partial commonality) are excluded

in the resulting visualizations.

We introduce circle packing plots to allow the visualization of
multiple data hierarchies in a single plot, so it is now possible to
visualize partial commonality. This way, less extreme cases are no
longer excluded from the visualizations.

It is hard to interpret the combination of bar charts and pie charts
used for visualization.

In [19], bar charts were used to visualize the likelihood measures
for “first-hand" or complete commonality, and pie charts were used
to visualize the overall share of occurrences of values in a subset
compared to the main dataset. The use of circle packing plots
replaces both bar and pie charts to eliminate the need to use and
interpret two different charts.

A major difficulty is the overall calibration of likelihood measures.
The measures are misleading, especially for numerical features
distributed with extreme outliers.

While our approach is based on the same measures as in [19], we
introduce a grouping technique to categorize continuous numerical
features. In addition to rug plots used to visualize the underlying
distribution of values, categorized numerical features are visualized
with circle packing plots. This way, potentially skewed likelihood
measures caused by outliers of numerical features can be mitigated
using circle packing plots and additional computation of
commonality measures for categorized numerical features.

Without the support of a technician, it is very difficult to use the
proposed technique in day-to-day business for other use cases
besides specific item testing from the audit.

We further develop the approach introduced in [19] to a
visualization framework and embed the framework in a stylized
process model for decision support. We create an object-oriented

wrapper function (outlined in Section 3) and enable an integration
with popular BI tools such as Power BI and Tibco Spotfire for more
seamless applicability (not part of this paper).

Table 3
Summary of activities performed to design our visualization framework in the context of the design activity framework by McKenna et al. [26].
Activity Towards our visualization framework Reference
+ Adopt visualization method initially developed in the audit See [19
Understand ,P v P - 19l
domain
+ Evaluate limitations and user feedback — Table 2
Ideate + Use different visualization techniques, such as scatter plots, rug — Table 2 and Section 3.3
plots, and circle packing plots to address limitations and user
feedback
« Derive measures for unusualness based on cardinality and — Section 3.2.3
combinatorics
+ Design and refine visualization framework — Fig. 2
Make + Code and refine prototypes with Python and Jupyter notebooks — Section 3
» Apply and test visualization framework in different use cases — Section 4
+ Integrate visualization framework into Tibco Spotfire with . . . . .
Deploy 8 M “ W P w Not part of this paper, but briefly discussed in Section 5

IronPython and JavaScript
- Integrate visualization framework into Microsoft Power BI with
Azure Databricks and Python

2.3. Localization of the visualization framework in a stylized process model for decision support

The starting point of our process is a domain-specific problem statement that entails tasks to be addressed with data analytics.
Our process model represents a cycle that consists of four phases that are run through sequentially and can be repeated, if necessary,
until a well-founded decision is reached. The cycle is enclosed by specific entry and exit conditions. Fig. 1 illustrates the process
and its phases we describe as follows.

Process Entry. We assume that data acquisition, validation, and data enriching steps such as feature engineering are completed
prior to entering the process, so that the entry condition is a pre-processed dataset provided alongside the problem statement.

Phase 1: Identification. Unusual items, outliers, or results from pattern recognition algorithms form subsets of an overall
population. The task is to identify subsets that provide significant insights for the problem statement at hand. Domain experts
and data analysts have different approaches for the identification of such subsets. Domain experts’ selections are likely to be
conducted manually based on knowledge and experience of the underlying domain, whereas data analysts likely apply statistical
and analytical techniques. Regardless of how the subsets were identified and whether the identification was carried out individually
or collaboratively, the output of this phase is one or more subsets of the provided dataset.

Phase 2: Visualization. The main dataset and previously identified subsets are used as inputs to create commonality plots
specifically designed to visualize subset-dataset relationships. These plots can be created by either data analysts or domain experts
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Entry: Problem formulation and provision of pre-processed dataset.

2: Visualization
Customize and create
commonality plots for
prepared subsets.

1: Identification
Identify unusual items,
patterns, or outliers
and prepare subsets.

3: Discussion
Joint investigation and
discussion of results,
findings, and potential
implications.

4: Decision
Utilize insights and draw
conclusions for well-
founded decision
support.

New dataset,
new subset, or further

cycles unlikely to improve
results?

Finalization and documentation of decision-making process.

Fig. 1. Stylized process model for decision support.

with a few lines of code or tool-based. The visualizations are customizable, so the output of this phase is subject to the selected
customizations, for example, number of plots, grouped values, and other parameters, see Section 3.

Phase 3: Discussion. The commonality plots visualize commonalities in the identified subsets and highlight items that have a low
likelihood of occurrence. The visualizations can serve as a basis for a possible joint investigation and discussion of data analysts
and domain experts. Discussion results and findings are the output of this phase and can be used to decide whether they provide
insights with respect to the problem statement.

Phase 4: Decision. The objective is to draw conclusions from discussion results and findings and utilize them for well-founded
decision support. Typically, only domain experts go through this phase, as they have the responsibility for their domain and problem
at hand. The output of this phase are three options. One, results and findings indicate that further insights can be provided by
adjusting subsets or the underlying main dataset, so Phase 1 is re-entered. Two, results and findings indicate that the underlying
dataset is not usable with regard to the problem statement and needs adjustments, so the process is reset to the starting point. Three,
further cycles are not likely to improve results, so the saturated process is exited.

Process Exit. The visual analysis is finished and findings, insights, and conclusions can be used for further action. In addition, the
commonality plots can be used for communication and documentation of results and findings.

Our visualization framework requires specific data processing that is described in the following section. The processing steps
are conducted during the first three phases only, namely entry, identification, and visualization, so these phases are in focus.
Nevertheless, the interaction of all phases is demonstrated in the application examples, see Section 4.

3. Visualization framework

As stated, our process starts with a domain-specific problem statement and a pre-processed dataset that is to be used to derive
insights with respect to the problem at hand. Let D denote such a pre-processed dataset with a certain number of features nDD , and
TOWS nr‘zw. Additionally, we select a number of items (rows) from D and define the selection as subset d C D with ncdal =n,, and
n? ~<nP . Based on this setup, the objective of our visualization framework is to find out whether the items in d have anything
in common and if so, how unusual this commonality is. Fig. 2 illustrates our visualization framework and the underlying data

processing and calculation steps that are described in the following subsections.
3.1. Entry

All data processing steps and calculations in the entry phase need to be calculated only once for the main dataset, regardless the
number of identified subsets. In terms of performance, this is particularly beneficial for large datasets, where the number of rows
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Dataset

4
1 4 7
create commonality object from dataset identify subset initiate commonality plot

@ ‘i transform dataset @ l transform subset visualize dataset
A

‘ categorize continuous data ‘

inning ‘ count values per category ‘ ‘ create grid for data fields ‘

load coordinates from position circles of main dataset
‘ count values per category ‘ ‘ commonality object onto gri

l | l

g i derive subset coordinates from i
group categories if cap exceeded loaded coordinates ‘ ‘ add hatching ‘

[N N

transform data into circlify tree add subset coordinates to visualize subset

structure commonality object @
‘ position ch'clesI of subset onto ‘
p
calculate coordinates calculate likelihood
v v

‘ for each category calculate circle ‘ ‘ calculate likelihood measures for

position labels and likelihood ‘

coordinates (x, y, radius) each subset-dataset relationship measures

store coordinates in tabular
rmat

sort data fields by likelihood from
most to least unusual

add rug plot for continuous
values

l

‘ show and save commonality plot ‘

update commonality object with ‘

update commonality object with ‘

Decision <

Exit

Fig. 2. Visualization framework.

can easily run into millions. For this, we create a class called commonality that can be used to update and store all results along the
process that are relevant for the visualization setup. The class also contains properties that can be used for customization, such as a
cap for the maximum number of categories to display, placeholders for groups when categories are grouped to reduce cardinality,
and placeholders for bins when continuous values are categorized. All data processing and calculation steps are directly triggered
when a commonality object is initiated from the provided dataset.

3.1.1. Step 1: Create commonality object

We initiate a commonality object from the provided main dataset. As an option, we can set the cap for the maximum number
of categories. The default cap value is 100. Also optional is the setting whether continuous features are binned or not. Per default
binning is turned on. Once the object is created, the following steps start automatically.

3.1.2. Step 2: Transform dataset

Turned on, continuous features are binned based on the quantiles of the distribution to determine bounds for the bins. We use
the letter-value box technique introduced by Hofmann et al. [33] to derive the quantiles. The technique is similar to box plots,
but uses more quantiles to provide more information about the underlying distribution, particularly with regard to the tails. The
resulting bins are stored in the commonality object for later access with regard to subset-dataset allocation.

For every categorical and binned feature we count the occurrences of each distinct element, i.e. category, of the feature. For
each category a circle is going to be packed into the chart. The circle size is subject to the corresponding value count, and the
total number of circles equals the cardinality of the feature. If the cap of maximum number of categories is exceeded, cardinality is
reduced by grouping all categories that occur only once or few times in a feature. If the number of individual values is still too large
after the first iteration of grouping, all pairs can be added to the group, then all triplets, and so on, until the number of categories
is below or equal to the defined cap.

The algorithm used to calculate the coordinates of the circles requires a tree structure of the category-value pairs as data input.
Once all categories, bins, groups, and value counts are stored in the commonality object, the information is transformed into the
required format. For details on the data structure, see the official documentation of the Circlify package [34].
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1
10 8

(a) Original circle packing plot of the (b) Adaptation of the circle packing plot
Python package Circlify [34]. in (a) for a basic setup of a commonality
plot.

Fig. 3. Adaptation of circle packing plots to create commonality plots.

3.1.3. Step 3: Calculate circle packing coordinates

For the calculation of circle coordinates (x, y, r), we use the Python package Circlify [34] that first arranges circles following
a heuristic approach by Huang et al. [35] and then encloses the circles based on an algorithm by MatouSek et al. [36]. Fig. 3(a)
shows an example plot from the Circlify package documentation. Numbers in the chart area mark the midpoints of the packed
circles. Fig. 3(b) shows our plot adaptation. We omit the enclosing circle “0” in Fig. 3(a) and limit the output to two hierarchy
levels, one for the main dataset (light gray) and one for the subset (dark gray).

In the entry phase, we only calculate the coordinates of the main dataset, not the subset. We store the resulting coordinates for
each circle in the commonality object. Once the coordinates for all categorical and binned features of the dataset are calculated,
the entry phase is complete.

3.2. Identification

In the identification phase subsets are identified and prepared for visualization. The results from the entry phase are read-only
and used as basis for the subset calculations which are updated for each cycle run.

3.2.1. Step 4: Identify subset

There are various approaches for the identification of subsets. Common approaches are outlier detection methods such as isolation
forests [37] or Z-scores [38]. For critical overviews of outlier detection methods, see [38,39]. Another approach is a selection of
subsets based on expert judgment, which is a primary goal of EDA, meaning data exploration and observing of specific data points
without having an a priori understanding of what information it might contain [40]. The manual selection of subsets from large
datasets and EDA in general is increasingly facilitated by data visualization business intelligence (BI) tools such as Tableau [41],
Spotfire [42], or Power BI [43].

Our visualization framework is applicable regardless of how subsets were identified. Once a subset is identified and stored in
the commonality object, the following steps start automatically.

3.2.2. Step 5: Transform subset

For every feature i in the subset we count the occurrences of each distinct value v (category). The categories of the features of
the subset are going to be placed inside the corresponding circles of the main dataset. We use the coordinates of the category circles
of the main dataset (x?1, yPl1 Plily to directly derive the coordinates for the subset circles for each feature i and each category v

as follows:

dli]
R0 LR 1)

v pou e

Tl XIUJm _ Dl 4 i) @
v T T v v

YAl = Dl

where x?1 and y?I'! describe the position of a circle of a feature’s category, ! is its radius, and #?"" is the number of observations

of a feature’s category in the subset. Once all value counts and subset coordinates are calculated, results are merged to the results
of the main dataset to update the commonality object.
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3.2.3. Step 6: Calculate commonality likelihood
A measure is sought that indicates whether the items in a subset d ¢ D have anything in common, and if so, how unusual this
commonality is.

Measurement of Commonality. As stated, we use cardinality as the basis for our definition of commonality. Let |d[i]| denote the
cardinality of a certain feature i in subset d, where i = 1, ... ,ng . and nfow > 1, with nc[; . describing the number of columns (or
features) in dataset D, and n? = describing the number of rows in subset d. Then, by definition, the cardinality minimum is equal
to 1, if all values in d[i] are identical, and the cardinality maximum is equal to the number of rows of the subset nfm, if all values
in d[i] differ:

ldiille{xeN|1<x<n? }, dcD, i=1...n2, n? >1. )

col® row =

Then, based on (2), we define that there is commonality, if the cardinality of a feature of a subset is equal to 1:
Commonality := |d[i]| = 1. 3)

This definition of commonality works for every data type, but will not always be meaningful. Commonality as in (3) is applicable
for categorical data. More precisely, booleans, integers, characters, and strings. For continuous data (floating point numbers and,
depending on measurement accuracy, also datetime values), cardinality is not an applicable measure, since cardinality describes
the number of different elements in a dataset, whereas floats and time have no clear boundaries within their value range. One way
to make continuous data applicable for expression (3) is to bin it into certain date or value groups as described in Section 3.1.2.
Another approach is based on the distribution of the values within a continuous feature. Let f describe the probability density
function of the distribution of a continuous feature in D[i], so that

/ JSLiDdD[i] = 1. (€))

Then, we can use kernel density estimation to find an estimate for the density function in (4), see Silverman [44] or Wand and
Jones [45]. A kernel estimator can be defined by

A 1 - Dli] - X;
f(D[z])—E~I;K<T>, ®)
where h describes the width of kernels K that are created for each observed value in D[i]. The kernels are added up to form the
estimated density curve. Based on (5) we can define commonality for continuous data as a state where the value range of the subset
is much narrower than the value range of the entire dataset. That is, if all values in d[i] lie close to each other when projected on
F(ori.

Setting up the visualizations for the measures of continuous commonality, we combine both approaches, categorization and
kernel density estimation, see Section 3.3.3.

Measurement of Unusualness. We choose a likelihood measure close to zero, if commonality has low probability, and close to
one, if commonality is highly probable.

For categorical values such a measure can be derived from a classical example from combinatorics: drawing balls of different
color from an urn without replacement. We deliberately use the same notation introduced in the previous sections, but reinterpret it
in the context of the classical urn-and-ball-example. Let there be nfj};J colored balls in an urn D[i] with v = 1, ..., | D[i]| different colors
(categories). If we take out nf()[,g balls at random without replacement, then the number of balls n“!! of each color v in the resulting
sample has the multivariate hypergeometric distribution. Consequently, the probability P, for obtaining a specific composition of
colored balls in a sample can be derived as follows, see Hoadley [46] or Janardan [47]:

(”]Dm N Pt
ati ati , gt )" ) *e
; ; . v
P Xy =n{"AXy=n)" A A X, = ”um) = 5 R 6)
row
i)
where n,[(’,EL] is the total number of rows in the dataset, n‘,io[g is the number of rows in the subset, 1”7 is the total number of values of

a specific category v of a feature i, and n?"! is the number of values of v of i in the subset. Reinterpreting the total number of colors

Dli D
in (6) as cardinality, then the state of commonality as defined in (3) simplifies the probability measure to (':,; )/(";‘"“). So, if there
n

row” " Mrow
is commonality, the probability measure in (6) is closer to zero, the larger the difference between ”ft); . and nf : (i.gf commonality
is unusual), and is equal to 1 in the extreme case n2 = nPW (i.e. commonality is given). If there is no commonality as defined in
(3), we use the expected value of the binomial distribution as indicator for unusualness, because the probability measure in (6) is
too sensitive for large datasets and easily converges to zero.

For continuous values unusualness can be measured by deriving probabilities directly from the estimator of the density function
£ in (5). As we are looking for the probability of the value range of a subset described by the interval [min(d[i]), max(d[i])], we can
solve expression (4) by inserting the interval as function limits:

max(d[i])

P(min(d[i]) < X < max(d[i])) = / f(@liDdD[i]. (7)

min(d[i])
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Fig. 4. Commonality plot hatching and setup of one-dimensional rug and scatter plots.

As sought, the function returns probabilities between 0 (all values in a subset are identical) and 1 (the value ranges of subset and
entire dataset are equal).
Finally, the features are sorted by likelihood and all results are stored in the commonality object.

3.3. Visualization

In the visualization phase, we use the information from the commonality object to create commonality plots to visualize
subset-dataset relationships. The following steps start as soon as a subset is selected and the calculations for the subset are complete.

3.3.1. Step 7: Initiate commonality plot

The number of visualizations in the commonality plot is subject to how many features are in the dataset and whether users
select to limit the output to certain features, for example those that exceed a certain level of unusualness. Besides the number of
visualizations, customizations such as coloring, font, hatching, and sizes are loaded.

3.3.2. Step 8: Visualize dataset

In its stand-alone form, the visualizations for the selected features are placed onto a grid that forms the overall commonality
plot. If embedded into BI tools, this step is not necessary. For each feature, the circles are loaded from the commonality object
and positioned on the grid. Grouped values are highlighted by a specific hatching. In case missing values are not imputed prior
to entering our process model, they are treated as a regular category, but highlighted by a specific hatching. Fig. 4(a) shows the
visualization of a feature of a dataset with a category for missing values (striped), grouped values (dotted), and identical values in
categories labeled “1” and “2” (filled).

3.3.3. Step 9: Visualize subset

The subset circle coordinates are loaded from the commonality object and positioned on top of the corresponding circles of
the main dataset. Labels can be added for all categories or selected categories, for example those that caused a certain level of
unusualness. The likelihood measures are presented on the top right corner of each visualization.

Because the categorization of continuous features leads to a loss of information, we compensate for that loss by adding a plot
of the original distribution for continuous features to the chart. We use a visualization method that combines rug plots to display
the distribution and one-dimensional scatter plots to display the subset distribution in the same chart. Fig. 4(b) shows how the
visualization of a distribution and arbitrary subset values are compressed by projecting the subset values onto a rug plot of the
distribution.

The last step of our visualization framework is to present the plot to the users. In its stand-alone form, the commonality plots
can be presented directly in a Jupyter notebook [48] or as a standard Python plot [49]. It is also possible to save the commonality
plot as PDF file or any other image type.
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Table 4
Dataset with 9 features of 1000 credit agreements of a European bank.
# Feature Cardinality Data type Description
1 rep_date 1 date Dataset extraction/reporting date
2 flag watchlist 2 int Contract on watchlist (yes/no)
3 portfolio 2 text Name of portfolio
4 stage 3 int Risk class of the expected credit loss model
5 country 10 text Contract country of origin
6 rating 26 int Current rating
7 loss_provision 296 float Loan loss provision
8 prob_dflt 757 float Probability of default
9 contract_id 1000 text Unique contract identifier

3.4. Step 10: Discussion, decision, and exit

The commonality plots can now be used as a basis for the joint investigation and discussion of data analysts and domain experts.
The plots can help to reveal relationships between features of the subset, the dataset, and the problem at hand. The likelihood
measures point out unusual feature compositions in comparison to the main dataset. The discussion results and findings can be used
to decide whether they provide insights with regard to the problem statement. In case the discussion leads to follow-up questions or
to the need to investigate further subsets, the identification phase can be re-entered anytime by selecting another subset. If results
and findings indicate that the underlying dataset needs adjustments, for example additional features or a different approach to the
imputation of missing values, the process can be re-started from the beginning with a new or adjusted dataset. Finally, if the process
is saturated and the analysis of further subsets is unlikely to improve results, the process is exited. Potential insights and conclusions
can be used for further action, and the commonality plots can be used for the documentation of the overall decision-making process.

4. Application examples
4.1. Audit of a European Bank

Today, banks must establish provisions for expected losses and hold adequate equity capital to absorb unexpected losses [50].
Auditors are required to ensure that banks fulfill these regulations. For their analysis, they regularly request unalterable snapshots
of the bank’s portfolio for specific reporting dates. We use an anonymized sample of such a snapshot. The sample contains 9 features
and 1000 rows extracted from the risk data warehouse of a European bank, see Table 4.

In the identification phase, the data analyst applies pattern recognition algorithms to the distributions of all numerical features
and finds an unusual value cluster with regard to the probability of default (PD). The analyst selects all items from that cluster for
further investigation. After outlier detection, in the visualization phase, the analyst uses commonality plots to examine the subset
in close interaction with the auditor. Fig. 5 shows the resulting commonality plots that are the basis for discussion:

The PD plot reflects the low PD value cluster resulting from the pattern recognition algorithm.

With regard to the rating distribution, the items in the subset show poor credit quality. The observed low PD values do not
relate to poor credit quality.

All items are allocated to stage 2 which is the second risk class of the expected credit loss calculation model that tags
contracts whose credit quality significantly deteriorated since origination. This implies a different approach for the calculation
of expected credit losses which usually results in higher loan loss provisions.

Despite stage 2 allocation and poor credit quality with regard to the rating, the loan loss provision for the items is fairly low
with regard to the distribution of loan loss provisions.

The plot for portfolio shows that all items are from the same portfolio, which is marked as highly unusual.

With regard to the watchlist plot, some of the items have a watchlist flag equal to 1, which indicates loan repayment issues.
This also contradicts the low PD values.

After discussion, the auditor decides to exit the process and use the results and findings as a basis to question the bank. It turns
out that a subsidiary of the bank provides percentages in an incorrect value range of [0,1] that differs from the way percentages
are displayed and shared by the affiliate in a range of [0,100]. If undetected, these inconsistent ranges lead to a significant
undervaluation of credit risk of the subsidiary in the financial statements.

4.2. Diagnosis of disease symptoms

In Healthcare machine learning often is used for disease prediction and diagnosis. Disease symptoms can be utilized as inputs
to models that enable disease predictions, see, e.g., Kumar et al. [51]. A collaboration with domain experts, physicians here, is
an essential part of the training and testing phases of such models. We use an open source dataset available for the creation of

disease prediction models and Healthcare systems, see Patil [52]. During pre-processing we exclude a column with meaningless
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Fig. 5. Commonality plots for selected features of the bank dataset.

Table 5

Dataset with 133 features of 4920 disease prognoses based on symptoms.
# Feature Cardinality Data type Description
1 itching 2 byte Symptom itching (yes/no)
2 skin_rash 2 byte Symptom skin rash (yes/no)
131 red_sore_around_nose 2 byte Symptom red sore around nose (yes/no)
132 yellow_crust_ooze 2 byte Symptom yellow crust ooze (yes/no)
133 prognosis 41 text Disease prognosis

information and end up with a dataset that contains 4920 rows and 133 columns. Each row contains a disease prognosis in the last
column subject to specific observations of different symptoms in the remaining columns. In total there are 41 different diseases and
for each disease there are 120 observations, see Table 5.

In the identification phase the data analyst applies a filter to the prognosis column to select a specific disease, e.g., tuberculosis.
As a result, all rows of the subset describe various observations that lead to the diagnosis of tuberculosis. In the visualization phase
data analyst and physician use commonality plots for a joint examination of the prognosis model with respect to tuberculosis. Fig. 6
shows the resulting commonality plots for selected features that are the basis for discussion. The plots show complete commonality
for several symptoms, e.g., blood in sputum, mild fever, swelled lymph nodes, and chest pain. From knowledge and experience the
physician confirms that these symptoms are typical for tuberculosis. Additionally, the plots show partial commonality for weight-loss,
breathlessness, and cough which are typical as well, but not directly indicative for tuberculosis viewed isolated. The plots also reveal
complete commonality for symptoms which were never observed in combination with tuberculosis, e.g., headache, yellowish skin,
and nausea. These are confirmed by the physician as atypical symptoms of tuberculosis. The discussion shows that observations and
diagnoses of tuberculosis correspond to the physician’s expectations. Concluding, the training set is valid for modeling tuberculosis
predictions. Commonality plots can now be used for test documentation with regard to the dataset utilized as input to models for
disease predictions. In addition, after the development of machine learning models, prediction results from those models can be
analyzed with commonality plots to examine if and why the results share certain similarities with regard to the input dataset used
during training of the models. Thus, commonality plots can be utilized for XAI analysis in this application example.

11
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Fig. 6. Commonality plots for selected features of the disease prediction dataset.

Table 6
Dataset with 10 features of 10000 machine maintenance observations.
# Feature Cardinality Data type Description
1 Target 2 byte Machine failure indicator
2 Type 3 text Product quality indicator
3 Failure Type 6 text Machine failure type
4 Process temperature (K) 82 float Random walk process with a mean of 10K
5 Air temperature (K) 93 float Random walk process with a mean of 300K
6 Tool wear (min) 246 int Dependent on product quality indicator
7 Torque (Nm) 577 float Normally distributed with a mean of 40Nm
8 Rotational speed (rpm) 941 float Calculated from a power of 2860W
9 Product_ID 10000 text Product specific serial number
10 UDI 10000 int Unique identifier

4.3. Analysis of machine failures

Machine learning is often used to predict required maintenance before machine failures likely occur to avoid machine downtime
and corresponding costs, see, e.g., Zonta et al. [53]. We analyze a synthetic dataset that reflects real predictive maintenance
observations created and published by Matzka [54]. The dataset contains 10 000 rows and 10 columns and describes measurements
of different sensor data, e.g., air temperature and tool wear. Also included is an indicator showing whether the machine has failed
under particular conditions and if so, the reason for failure, see Table 6.

In the identification phase a data analyst investigates the different machine failure types and applies a filter to the dataset to
select tool wear failure. As a result, all rows of the subset describe observations that lead to tool wear failure. In the visualization
phase the analyst interacts with a technician as domain expert to find out whether the synthetic dataset adequately resembles
reality. Fig. 7 shows the resulting commonality plots for selected features that are the basis for discussion. The commonality plots
show partial commonality with regard to the feature tool wear. With regard to the rug plot, tool wear failure only occurs for run
times larger than 200 min. The rug plot shows that the longer the tool wear, the higher the probability for tool wear failure. During
interactive discussions the technician argues that the synthetic dataset is missing data observable in reality for failures that occur for
shorter usage times. But, before machine learning, a dataset typically undergoes a thorough pre-processing to include the handling
of outliers. Concluding, the synthetic dataset does not resemble reality closely enough due to the fact of missing data in relation to
machine failures unless the dataset has already undergone pre-processing.

12
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Fig. 7. Commonality plots for selected features of the machine failure dataset.

5. Discussion of results, implications, and recommendations

We introduce a visualization framework, explain required calculation steps and activities, and embed it within a stylized process
model for decision support, see RQ1. The application examples demonstrate how our visualization framework can be applied in
practice, see RQ2. Overall, we focus on the visualization phase, although all four phases as well as initial problem statement, data
provision, and exit conditions are equally important for efficiency and valuable results.

A precise and specific problem formulation is of central importance for our process, because it significantly affects the extent of
effort needed throughout its phases. With respect to data provision, a clear problem formulation allows better data cleansing, for
example, to reduce a dataset to focus on features relevant for the problem, to impute missing or erroneous records more selectively,
and to categorize values. This reduces the information load data analysts and domain experts must face. The more specific the
problem, the easier it is to know what to look for and to decide when to stop because of saturation or undue cost and effort.

We recommend to start our process with a dry run using the main dataset without selecting a subset as the first cycle. Thus, the
commonality plots visualize the main dataset only to enable data analysts and domain experts to get familiar with the composition
of the dataset at hand and to discuss potential reduction, imputation, or categorization of data. Fig. 4(a) illustrates results of a dry
run for a generic feature. The plot points out the existence and share of missing values as well as individual values for further
discussions of whether and how the values should be imputed, categorized and binned differently, or whether data should be
excluded from the dataset. The identification of subsets is a key element of our process. Domain experts typically select subsets
based on experience, i.e. educated guess, whereas data analysts apply analytical techniques such as pattern recognition or outlier
detection with an algorithmic guess. We found isolation forests to be efficient for outlier detection in structured datasets with a
high volume of features and observations, see Liu et al. [37] for a detailed description of isolation forests. Equally interesting is
the application of categorical clustering algorithms, see, e.g. Chang and Ding [55]. But, the algorithm used to identify a subset is
irrelevant for the application of commonality plots itself.

We found that discussion and decision phases often overlap during early cycle runs as samples are rapidly extended, reduced,
or discarded. It is important that commonality plots are immediately available with as little technical effort as possible. Technical
barriers slow down our process or even bring it to a premature halt. We advise to integrate our visualization framework into
tool-supported ETL workflows or BI tools to make commonality plots available at the push of a button instead of handling code.
Tool-support allows for more information on demand without overloading the commonality plots. Our framework can be integrated
into BI tools without undue cost and effort. We were able to implement our framework and application examples using Python,
Microsoft Power BI, and Tibco Spotfire, which are widely used in research and business. Rapid adjustments to the underlying
samples are important for discussions and investigations, but also have a downside as we can lose track along the way. Equally
important are the implementation of a logging functionality and automated checks for already used samples. Log files can also be
used to support evidence for the later documentation of well-founded decisions after our process is exited. It is important to define
clear conditions for process exit, for example, a very long log file of sample adjustments is an indication that additional cycles are
unlikely to improve results. In case of findings, the resulting commonality plots can be used for documentation and as an element
for storytelling to present and communicate selected findings. So, in relation to the definition of Chen et al. [11] who distinguish
between visual analytics and storytelling, we consider our visualization framework as a contribution to visual analytics in general,
and the resulting commonality plots as a useful element for storytelling.

Our visualization framework also contributes to big data analytics research. We use a binning technique to reduce cardinality of
features in the dataset to a processable level. This is particularly important for the visual analysis of big datasets with high cardinality.
Because all measures and bins need to be calculated only once for the main dataset, in the event of performance limitations, the
transformation steps could be carried out before the actual analytical work, e.g. at night, during breaks, or in parallel on a virtual
machine. This enables our visualization framework to be applied to big datasets. Visualization and big data analytics are intertwined
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and key elements for visual analytics and storytelling, see, for example, Chen et al. [1], Endert et al. [8], and Agarwal and Dhar [56].
We show that our likelihood measures are practically applicable to generate valuable findings and to point to unusual elements. Our
objective is not to find the exact measure of unlikeliness, but rather a level of certain unlikeliness that is worth further investigation.
Our overall objective is to stimulate interaction between those involved in our investigative process.

Our first application example comes from practice, namely Financial Services, see Section 4.1. But our visualization framework
is not restricted to Financial Services and can be applied to many domains where structured data is available. For example, during
user acceptance testing of our visualization framework, we collaborated with a physician to analyze an open source dataset available
for the creation of disease prediction models and Healthcare systems, and a technician to analyze a synthetic dataset for predictive
maintenance observations, see Sections 4.2 and 4.3 for a brief summary. There are numerous use cases for theoretical research as
well, for example, datasets for meta-analysis of Information Systems Research journals by Palvia et al. [57] who study the state and
trends in Information Systems Research, a literature database for COVID-19 publications by Butler-Henderson et al. [58] who ask
“Can we curate the first six months of published literature to support future researchers?”, and a general overview of representative
sampling in empirical Software Engineering research by Baltes and Ralph [59] who propose “extensive guidelines for improving
the conduct, presentation and evaluation of sampling”. Commonality plots can be applied to these analyses. The first and second
examples are built around structural datasets that allow instant application. For the third example on representative sampling,
commonality plots can be used to evaluate sample representativeness, i.e. a representative sample is not singled out as unusual by
commonality plots.

6. Limitations and further research opportunities

Measuring exact probabilities is not our main objective with respect to driving visual analytics and storytelling. Nevertheless,
depending on the number of features, our likelihood measures can have a significant impact on the way results are presented to users
in the discussion and decision phase. Especially with regard to continuous features, the calibration of our likelihood measures is
complex. For example, the likelihood measure in expression (7) is close to 1, if the bulk of subset values is located at one end of the
distribution and a potential outlier at the other end, so an apparent continuous commonality is obscured by the likelihood measure.
We introduce a binning technique that can counteract this effect. Since binning categorizes continuous values, skewed continuous
probability measures can be corrected with categorical commonality, but the binning technique also requires proper calibration.
Thus, the efficiency of commonality plots is limited by the calibration quality, and it is important to keep these limitations in mind
when deducting conclusions in the discussion and decision phase.

Also, our likelihood measures are univariate because they are derived individually and independently for each feature without
consideration of other features. The measures are used to sort the visualizations before they are shown to the users. As there are
visualizations for all features, users can interpret multiple features at once and draw conclusions from them, but are left to their
own interpretation without computational guidance.

Our visualizations are most efficient when applied to structured datasets that remain unaltered throughout the cycles, because
all measures and bins need to be calculated only once for the main dataset regardless of the subsets. On the other hand, our process
is limited or least efficient with regard to an analysis of data that is constantly updated or time series data, where sequential order
is of importance.

As stated, our visualization framework is mainly limited to the intelligence phase of the three-phase decision model by Simon
[311, and we consider the resulting commonality plots as one alternative for the decision space of later phases. So, in its current
form our visualization framework is not a decision-making tool that covers the whole three-phase decision process which Dimara
et al. [60] identified as an unmet need of decision makers within organizations.

Further research can focus on general calibration rules for specific use cases and specific data. This includes an investigation
of color themes and their impact on interaction and overall efficiency. There is further research potential to add bivariate or
correlation measures to visually relate specific features and to add computational guidance beyond univariate measures. Further
research also can focus on the further reduction of technical barriers to enable seamless application of our process essential for
increased acceptance. It is important to understand how and why decision makers come to conclusions from visual information, see,
e.g. Padilla et al. [61]. We do not address how users are cognitively affected by the application of our visualization framework. This
is an important area for further research. Finally, further use cases for theory and practice can improve acceptance and applicability.

7. Conclusions

We develop a visualization framework and embed it within a stylized process model for decision support to bridge the gap
between domain experts who must face business needs in practice and data analysts who apply algorithms, methods, and tools,
but often without domain knowledge. Our visualization framework produces commonality plots that can highlight the likelihood of
occurrence of subset-dataset relationships. Our application examples demonstrate how commonality plots can be effectively applied
in practice to drive interaction between domain experts and data analysts. Our results and findings show that our visualization
framework contributes to visual analytics, anomaly explanation, and decision support. Our framework is not restricted to the use
cases described, but applicable for general, structured datasets. We outline possible further use cases in theory and practice to
encourage researchers and practitioners to adapt, apply, and develop our visualization framework in their specific domains.
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